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27B open-weight model ¢ no fine-tuning ¢ no learned verifier ¢ hidden tests never used for selection

Why the harness matters? Results at a glance

e Long repair horizons lose evidence and repeat work.

e Tool-call syntax drifts across model families. 74 _ 80% # 1

e Inference, testing, and grading span heterogeneous clusters. SWE-bench Verified open-weight agent
374 / 500 resolved rank 12 / 135 overall

e Full benchmark reruns are too expensive for rapid iteration.

THESIS The next performance gain came from the

harness—not the weights. 2 7 B 3 2 ) 03%
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Parameter-efficient on Python and
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Kozuchi Agent construction map

Complexity exposed by the harness: 8 phases / 15 edges - 14 phase-gated skills - 3 active tools - K candidate trajectories (K=8 in evaluation) - KxK selector - 495 persisted trajectories
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Parameter Efficiency of Kozuchi Agent vs. Open-Weight Peers — Python Pareto front and Java size-class envelope
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Total parameters (B, log scale)
@ Python: SWE-Bench Verified (open/local peers) B Java: Multi-SWE-Bench Verified (open-weight peers) —-e - Pareto front (Python)
* Kozuchi Agent (Python) * Kozuchi Agent (Java) -a#— Java best per size class

Method:
explicit phases + cross-agent tests

Python: SWE-Bench Verified, n=500. Java: Multi-SWE-Bench Verified, n=128 (open-weight rows only).
Blue dashed = strict Pareto front (Python).
Red dashed = max % per Java size class (strict Java Pareto front = Kozuchi Agent alone).

Key idea: explicit phases make long repair trajectories auditable and restartable

Reproduce Sypthesue Localize code Loc.a lize Implement fix Verify patch
issue failing tests regression tests
|

The same 27B configuration sits on the Python open/local Pareto frontier and
leads its Java size class.

Where the gain comes from

Solid arrows: normal progress Late-stage failures return to repair, nott Clean "
Dashed arrows: explicit fallback/retry a silent best-effort submission. ' up Final report (o)
No hidden phase skips are allowed. EMIEW 8 1 [ | 6 /0

75.2%

K = 8 independent runs
Each run contributes one patch plus bug-revealing and regression

. . . . 67.7%
tests. Tests from run j are executed against patch i, producing a KxK ’
evidence matrix. -
score(/) = RZ[O'?’ Bjj+ 0.7 Rij] Mean Order Cross-agent Oracle
J pass@1 baseline selector pass@38

[ NO HIDDEN-TEST ACCESS +7.5 pp vs. mean pass@l ¢ +2.8 pp vs. order baseline

92.2% of oracle union captured

Auditable by design Reliability and transfer

[ 8 phases / 15 edges } [ Filesystem-backed state J 494 / 495 Same scaffold,

two languages

produced patches apply cleanly

One action per turn [ 3 deterministic SE tools J 0 Per-phase message share
9 1 k 3 /0 remains within =5 pp.
of unresolved cases are clean- Remaining Java failures are
5 operator touch-points -» 1 Cl push applying WRONG_FIX patches dominated by
(model limitation) language/harness effects—not

6/9 stages reusable

- . . a change in the agent contract.
495 persisted trajectories

TAKEAWAYS

1 Workflow is a capability multiplier. {Lp T SCAN FOR
- - - T g PAPER ¢ ARTIFACT
2 Diversity needs executable evidence. eAZ e CODE -

- _ _ _ REPRODUCTION
3 The remaining gap iIs semantic correctness + selection.
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